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Gradient descent

𝑤𝑖
′ = 𝑤𝑖 − 𝜂

𝜕𝐿(𝑤)

𝜕𝑤𝑖

steepest direction

Not covariant !

𝑤′ = argmin
𝑤′

𝐿 𝑤′ +
1

2𝜂
||𝑤′ − 𝑤||2 proximal gradient



Natural gradient descent

𝑤𝑖
′ = 𝑤𝑖 − 𝜂

𝜕2𝐿(𝑤)

𝜕𝑤𝑖𝜕𝑤𝑗

−1
𝜕𝐿(𝑤)

𝜕𝑤𝑗

covariant

Hessian, Fisher information matrix, …

Newton method, quasi Newton methods (e.g., BFGS), K-FAC, …

(Nocedal and Wright, 1999)

(Amari, 1998)



Mirror descent

𝑤′ = argmin
𝑤′

𝐿 𝑤′ +
1

2𝜂
||𝑤′ −𝑤||2

𝛻𝑤′𝐹 = 𝛻𝑤𝐹 − 𝜂𝛻𝑤𝐿

= 𝜇𝑖 − 𝜂
𝜕𝑤𝑖

𝜕𝜇𝑗

−1
𝜕𝐿

𝜕𝜇𝑗

= 𝜇𝑖 − 𝜂
𝜕2𝐺

𝜕𝜇𝑖𝜕𝜇𝑗

−1
𝜕𝐿

𝜕𝜇𝑗

𝑤′ = argmin
𝑤′

𝐿 𝑤′ +
1

𝜂
𝐷(𝑤′, 𝑤)

𝑤

𝑤′

𝜇

𝜇′

𝜇 = 𝛻𝑤𝐹

𝑤 = 𝛻𝜇𝐺

dual spaceprimal space

𝐹 𝑤 = 𝑤 𝑝

𝐺 𝜇 = 𝜇 𝑞

1

𝑝
+
1

𝑞
= 1

𝑝 = 𝑞 = 2

Self-dual

𝐷(𝑤′, 𝑤) = 𝐹 𝑤′ − 𝐹 𝑤 + 𝛻𝑤𝐹 ∙ (𝑤′ −𝑤)

𝐹 𝑤 + 𝐺 𝜇 = 𝑤 ∙ 𝜇 L.T.

𝜇′ = 𝜇 − 𝜂𝛻𝑤𝐿

(Raskutti and Mukherjee, 2015)

𝜇𝑖
′ = 𝜇𝑖 − 𝜂

𝜕𝜇𝑗

𝜕𝑤𝑖

𝜕𝐿

𝜕𝜇𝑗

(Nemirovski and Yudin, 1983)

(Soh, Kim, Hwang, and Jo, 2023)



Additive versus Multiplicative updates

𝑤𝑖
′ = 𝑤𝑖 − 𝜂𝜕𝑤𝑖

𝐿

𝑤′ = argmin
𝑤′

𝐿 𝑤′ +
1

𝜂
𝐷(𝑤′, 𝑤)

𝐷 𝑤′, 𝑤 =
1

2
𝑤′ −𝑤 2 𝐷 𝑤′, 𝑤 =෍

𝑖

𝑤𝑖
′ log

𝑤𝑖
′

𝑤𝑖

(Kivinen and Warmuth, 1995)

𝑤𝑖
′ =

𝑤𝑖 exp −𝜂𝜕𝑤𝑖
𝐿

σ𝑗𝑤𝑗 exp −𝜂𝜕𝑤𝑗
𝐿

Exponential Gradient



Non-negative Matrix Factorization (NMF)

(Lee and Seung, 2000)

Given a non-negative matrix 𝑉, find non-negative matrix factors 𝑊 and 𝐻 such that: 

𝑉 ≈ 𝑊𝐻

Theorem 1. The Euclidean distance 𝑉 −𝑊𝐻 is nonincreasing under the update rules

𝐻𝑎𝜇
′ = 𝐻𝑎𝜇

(𝑊𝑇𝑉)𝑎𝜇

(𝑊𝑇𝑊𝐻)𝑎𝜇
𝑊𝑖𝑎

′ = 𝑊𝑖𝑎

(𝑉𝐻𝑇)𝑖𝑎
𝑊𝐻𝐻𝑇

𝑖𝑎

𝐻𝑎𝜇
′ = 𝐻𝑎𝜇 + 𝜂𝑎𝜇 (𝑊𝑇𝑉)𝑎𝜇−(𝑊

𝑇𝑊𝐻)𝑎𝜇 𝜂𝑎𝜇 =
𝐻𝑎𝜇

(𝑊𝑇𝑊𝐻)𝑎𝜇



Generalized iterative scaling for log-linear models

(Darroch and Ratcliff, 1972)

“Generalized iterative scaling” is a method for finding a probability function of the form

which satisfies the constraints                                      and ෍

𝑖

𝑋𝑖𝑃𝑖
′ = ത𝑋 ෍

𝑖

𝑃𝑖
′ = 1

𝑃𝑖
′ = 𝑃𝑖

exp[−𝛽𝑋𝑖]

𝑍



So, additive gradient descent is not the only way to 
train neural networks. 

Can we develop a new learning algorithm based on 
multiplicative updates?



Linear regression

𝑌 = 𝑋𝑊 𝑋† = (𝑋𝑇𝑋)−1𝑋𝑇

Ｍoore-Penrose pseudo inverse

𝑊 = 𝑋† ෠𝑌

𝑊′ = 𝑊 − 𝜂
𝜕𝐿( ෠𝑌, 𝑌)

𝜕𝑊

Gradient Descent



Logistic regression = single-layer neural network (NN)

𝑌 = 𝜎(𝑋𝑊)

𝑊′ = 𝑊 − 𝜂
𝜕𝐿( ෠𝑌, 𝑌)

𝜕𝑊

𝑌 = 𝜎(𝑆)

𝑆 = 𝑋𝑊

𝑆′ =
෠𝑌

𝑌
⨀𝑆

𝑊′ = 𝑋†𝑆′

Additive Gradient Descent

(Hoang, Song, Periwal, and Jo, 2019)

Multiplicative Expectation Reflection (ER)

Can ER be extended for multilayer networks?



𝑆′ =
෠𝑌

𝑌
⨀𝑆

Expectation Reflection (ER)



Backpropagation (BP) of Multi-layer NN

①Forward propagation

𝑊1

𝑊2

𝑍0 = 𝑋

𝑆1 = 𝑍0𝑊1

𝑍1 = 𝜎(𝑆1)

𝑆2 = 𝑍1𝑊2

𝑍2 = 𝜎(𝑆2)

③ Weight update

𝑊1
′ = 𝑊1 + 𝜂𝑋𝑇Δ𝑆1

𝑍0 = 𝑋

∆𝑆1

𝑍1

∆𝑆2

𝑍2

𝑊2
′ = 𝑊2 + 𝜂𝑍1

𝑇Δ𝑆2

②Backward propagation

𝑍0 = 𝑋

∆𝑆1 =
𝜕𝑍1
𝜕𝑆1

⊙∆𝑍1

∆𝑍1 = ∆𝑆2𝑊2
𝑇

∆𝑆2 =
𝜕𝑍2
𝜕𝑆2

⊙∆𝑍2

∆𝑍2 = ෠𝑌 − 𝑌

“weight transport”

(Rumelhart, Hinton, and Williams, 1986)



Multi-layer ER

①Forward propagation ②Backward correction ③ Forward correction ④ Weight update

𝑊1

𝑊2

𝑍0 = 𝑋

𝑆1 = 𝑍0𝑊1

𝑍1 = 𝜎(𝑆1)

𝑆2 = 𝑍1𝑊2

𝑍2 = 𝜎(𝑆2)

𝑍0 = 𝑋

𝑆1
′

𝑍1
′′ = 𝜎(𝑆1

′)

𝑆2
′

𝑍2
′′ = 𝜎(𝑆2

′)

𝑊1
′ = 𝑋†𝑆1

′

𝑊2
′ = 𝑍1

′′†𝑆2
′

𝑍0 = 𝑋

𝑆1
′

𝑍1
′′

𝑆2
′

𝑍2
′′

𝑍0 = 𝑋

𝑆1
′ =

𝑍1
′

𝑍1
⊙𝑆1

𝑍1
′ = 𝑆2

′𝑊2
†

𝑆2
′ =

෠𝑌

𝑍2
⊙𝑆2

෠𝑌

(Kim, Soh, Periwal, and Jo, arXiv 2025)



Δ𝑆1 =
𝑍1
′

𝑍1
⊙𝑆1 −

𝑍1
𝑍1

⊙𝑆1 =
𝑆1
𝑍1

⊙Δ𝑍1

Δ𝑍1 = 𝑆2
′𝑊2

† − 𝑆2𝑊2
† = Δ𝑆2𝑊2

†

Δ𝑆2 =
෠𝑌

𝑍2
⊙𝑆2 −

𝑍2
𝑍2

⊙𝑆2 =
𝑆2
𝑍2

⊙Δ𝑍2

(Lee, Zhang, Fischer, Bengio, 2015)

Difference Target Propagation (DTP)

②Backward correction

𝑍0 = 𝑋

𝑆1
′ =

𝑍1
′

𝑍1
⊙𝑆1

𝑍1
′ = 𝑆2

′𝑊2
†

𝑆2
′ =

෠𝑌

𝑍2
⊙𝑆2

෠𝑌

④ Weight update

𝑊1
′ = 𝑋†𝑆1

′

𝑊2
′ = 𝑍1

′′†𝑆2
′

𝑍0 = 𝑋

𝑆1
′

𝑍1
′′

𝑆2
′

𝑍2
′′

𝑊1
′ = 𝑊1 + 𝑋†Δ𝑆1

𝑊2
′ = 𝑊2 + 𝑍1

′′†Δ𝑆2

𝑊1
′ = 𝑊1 + 𝑋†(𝑆1

′ − 𝑆1)

𝑊1
′ = 𝑋†𝑆1

′ +𝑊1 − 𝑋†𝑆1

Additive formalism of Multi-layer ER



Sources of acceleration in ER vs. BP

𝑍0 = 𝑋

∆𝑆1 =
𝜕𝑍1
𝜕𝑆1

⊙∆𝑍1

∆𝑍1 = ∆𝑆2𝑊2
𝑇

∆𝑆2 =
𝜕𝑍2
𝜕𝑆2

⊙∆𝑍2

∆𝑍2 = ෠𝑌 − 𝑌

Weight update

𝑊1
′ = 𝑊1 + 𝜂𝑋𝑇Δ𝑆1

𝑍0 = 𝑋

∆𝑆1

𝑍1

∆𝑆2

𝑍2

𝑊2
′ = 𝑊2 + 𝜂𝑍1

𝑇Δ𝑆2

Backward correction

𝑍0 = 𝑋

Δ𝑆1 =
𝑆1
𝑍1

⊙Δ𝑍1

Δ𝑍1 = Δ𝑆2𝑊2
†

∆𝑍2 = ෠𝑌 − 𝑌

Δ𝑆2 =
𝑆2
𝑍2

⊙Δ𝑍2

𝑊1
′ = 𝑊1 + 𝑋†𝑆1

′

𝑍0 = 𝑋

Δ𝑆1

𝑍1
′′

Δ𝑆2

𝑍2
′′

𝑊2
′ = 𝑊2 + 𝑍1

′′†Δ𝑆2

scaling property of target propagation



Sources of acceleration in ER vs. BP

𝑍0 = 𝑋

∆𝑆1 =
𝜕𝑍1
𝜕𝑆1

⊙∆𝑍1

∆𝑍1 = ∆𝑆2𝑊2
𝑇

∆𝑆2 =
𝜕𝑍2
𝜕𝑆2

⊙∆𝑍2

∆𝑍2 = ෠𝑌 − 𝑌

Weight update

𝑊1
′ = 𝑊1 + 𝜂𝑋𝑇Δ𝑆1

𝑍0 = 𝑋

∆𝑆1

𝑍1

∆𝑆2

𝑍2

𝑊2
′ = 𝑊2 + 𝜂𝑍1

𝑇Δ𝑆2

Backward correction

𝑍0 = 𝑋

Δ𝑆1 =
𝑆1
𝑍1

⊙Δ𝑍1

Δ𝑍1 = Δ𝑆2𝑊2
†

∆𝑍2 = ෠𝑌 − 𝑌

Δ𝑆2 =
𝑆2
𝑍2

⊙Δ𝑍2

𝑊1
′ = 𝑊1 + 𝑋†𝑆1

′

𝑍0 = 𝑋

Δ𝑆1

𝑍1
′′

Δ𝑆2

𝑍2
′′

𝑊2
′ = 𝑊2 + 𝑍1

′′†Δ𝑆2

pseudo-inverse transport



Moore-Penrose pseudo inverse

𝐿 = ෠𝑌 − 𝑋𝑊
2
+

1

2𝜂
𝑊 2

𝑊′ = 𝑋𝑇𝑋 +
1

𝜂
𝐼

−1

𝑋𝑇 ෠𝑌

Δ𝑊 = 𝑋𝑇𝑋 +
1

𝜂
𝐼

−1

𝑋𝑇Δ𝑌

Δ𝑊 = 𝜂𝑋𝑇Δ𝑌
small 𝜂

Δ𝑊 = 𝑋𝑇𝑋 −1𝑋𝑇Δ𝑌 = 𝑋†Δ𝑌
large 𝜂



Sources of acceleration in ER vs. BP

𝑍0 = 𝑋

∆𝑆1 =
𝜕𝑍1
𝜕𝑆1

⊙∆𝑍1

∆𝑍1 = ∆𝑆2𝑊2
𝑇

∆𝑆2 =
𝜕𝑍2
𝜕𝑆2

⊙∆𝑍2

∆𝑍2 = ෠𝑌 − 𝑌

Weight update

𝑊1
′ = 𝑊1 + 𝜂𝑋𝑇Δ𝑆1

𝑍0 = 𝑋

∆𝑆1

𝑍1

∆𝑆2

𝑍2

𝑊2
′ = 𝑊2 + 𝜂𝑍1

𝑇Δ𝑆2

Backward correction

𝑍0 = 𝑋

Δ𝑆1 =
𝑆1
𝑍1

⊙Δ𝑍1

Δ𝑍1 = Δ𝑆2𝑊2
†

∆𝑍2 = ෠𝑌 − 𝑌

Δ𝑆2 =
𝑆2
𝑍2

⊙Δ𝑍2

𝑊1
′ = 𝑊1 + 𝑋†𝑆1

′

𝑍0 = 𝑋

Δ𝑆1

𝑍1
′′

Δ𝑆2

𝑍2
′′

𝑊2
′ = 𝑊2 + 𝑍1

′′†Δ𝑆2

(Ioffe and Szegedy, 2015)Internal covariate shift



Experimental validation

MNIST

784-1750-475-10



Summary

• We introduced multilayer Expectation Reflection (ER), a multiplicative 

learning rule that updates parameters using observation–prediction ratios. 

• We cast multilayer ER in a gradient-descent-like form to highlight its key 

components: ratio-based pre-activation corrections, pseudo-inverse 

transport, and updated activations. 

• Overall, ER provides a complementary optimization framework beyond 

purely additive, gradient-driven training.
https://arxiv.org/abs/2503.10144


